A Min-Max Framework for CPU Resource Provisioning in Virtualized Servers
using H. Filters

1 Introduction

Modern omnipresent server applications are
complex programs that provide diverse services to
thousands of users, e.g., Amazon and Google
services.
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Traditionally, disjoints sets of machines are
dedicated to different applications and to ensure
performance guarantees, a common practice is to
over-provision applications with machines to cope
with their demanding workloads, however rare they
may be. Nevertheless, over-provisioning causes
machine under-utilisation in modern data centres as
shown by several reports: servers typically run at
15-20 % of their capacity. Furthermore,
maintaining under-used machines at scales of
contemporary data centres, has severe financial
consequences in capital expenses and additional
power costs.

To alleviate these issues, current data centres
employ server consolidation - multiple
applications running on the same machines - to run
fewer but more utilised machines.

To fully capitalise on these mechanisms, methods
for adaptive resource allocation subject to
applications' resource demands are required.
Indeed, if each application is properly provisioned,
unused resources can be allocated otherwise, e.g., to
run additional applications. However, the
application demands are difficult to estimate in
advance since their characteristics typically change
over time.
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2 System model
A. mRT model

A metric for measuring server performance is the
client mean request response times (mRT). A
graphical illustration of the demand model in a
server is given in the figure:
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Model of the demand D in a server.

mRT is given as a function of the ratio between
workload demand D and allocation a and it is
depicted in the following figure:
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mRT model with respect to CPU usage.

B. The CPU Usage and Allocation

The aim is to maintain good server performance in
the presence of workload changes by adjusting the
allocation (ax) to values above the utilisation (uy).
Therefore, the allocation desired at a given server
is given by:

U = C X A

where c<1 is a pre-specified constant that shows
the desired gap between allocation and usage.

3 The H. Controller

We formulate the allocation problem as a state
estimation problem. H. filters minimise the worst-
case estimation error and can be used to
incorporate more robustness into the state
estimation problem.

The cost function for our formulation is given by:
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where Py € RV*N Q, € RV*N and R, € RVXV
are symmetric, positive definite matrices defined
by the problem specifications. For achieving a mRT
less than some pre-specified value (hence J<1/0),
the H.. filter is given by [1]:

Ky =Pl — 0P, + CTR'OP) 'CTR;*
ay, + Ky (up — Cay)
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where Kk is the gain matrix and Px is the error
covariance matrix.

4 Performance Evaluation

We evaluate the performance of the H. filter
using a simulated virtualised environment. We
compare our controller against the conceptually
similar Kalman controller from [2].

A. Gradual workload changes

The performance of the Hs controller is measured
when the utilisation exhibits gradual changes
towards decreasing from an initial 60% to 30%
and then increasing again to 60%.

Distribution Normal H Uniform

Filter RMSE | mRT | RMSE | mRT
Hoo 2.9893 | 5.7186 || 1.6433 | 2.5633
Kalman 3.5798 | 7.2353 || 1.7168 | 2.5823

RMSE AND mRT VALUES FOR GRADUAL WORKLOAD CHANGES
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B. Saw-tooth demand for CPU usage

The utilisation changes rapidly from very large to
very small values. In this case it is important for
the controller to adapt the allocations in a timely
fashion. To achieve good performance the error
during contention should be minimised.

Distribution Normal H Uniform
Filter RMSE | mRT | RMSE | mRT
Hoo 6.0463 | 11.5674 4.575 | 10.5759
Kalman 5.7544 | 12.7232 || 5.0099 | 12.0326

RMSE AND mRT VALUES FOR SAW-TOOTH-LIKE WORKLOAD CHANGES
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5 Conclusions

* Important to build controllers that adjust the
allocation and avoid saturation of the available
resources.

* Minimax approach: in order to minimise the
maximum error during conditions of contention.

* H. controller - better performance than other
approaches.

* No assumption on noise characteristics, hence it
is more robust.
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